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Response to Requests for Comments on  

Modernizing FDA's Data Strategy 

Present to LT on the 20th 

 

To: Lowell J. Schiller, 

Principal Associate Commissioner for Policy 

 

From: Lara Mangravite, 

President of Sage Bionetworks 

 

 

Ms. Schiller, 

 

Thank you very much for the opportunity to respond to this Request for Comments on 

Modernizing FDA’s Data Strategy. This is an important topic. Innovations in digital technology 

expand the means by which researchers can collect data, create algorithms, and make scientific 

inferences. The potential benefit is enormous: we can develop scientific knowledge more quickly 

and precisely. But there are risks. These new capabilities do not, by themselves, create reliable 

scientific insights; researchers can easily run afoul of data rights, misuse data and algorithms, 

get lost in a sea of potential resources; and the larger scientific community can barricade 

themselves into silos of particular interests.  

 

Improving discovery and innovation though the sharing of data and code requires new forms of 

practice, refined through real world experience. Science is a practice of collective sense-

making, and updates to our tools demand updates to our sense-making practices. At Sage 

Bionetworks, we believe that these practices are an integral part of science. As such, our 

response to this Request for Comment (RFC) focuses on implementing scientific practices that 

promote responsible resource sharing and the objective, independent evaluation of research 

claims.  

 

Our aims at Sage are to prove and scale the benefits of data analysis that is responsible, 

representative, and reliable, which we discuss here across the below aims: sharing clinical data, 

benchmarking algorithms, and using real world evidence.  We also offer some specific 

recommendations to help inform FDA’s development of an Agency-wide, strategic approach to 

modernizing its data strategy, including data quality, data stewardship, data exchange, and data 

analytics -- per the Topics for Discussion listed in Federal Register notice 85 FR 924, published 

January 8th, 2020. 

 

Our overall recommendation is that FDA’s data strategy ought to include goals/objectives to:  

1) make data submissions more reliable, and support reproducible decisionmaking. 

2) make the jobs of the regulators to evaluate easier. 
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Aim 1. Sharing Clinical Data 

 

Over the past 10 years, the scale and scope of data used for biomedical research has 

expanded. We have observed an explosion in community-based data sharing practices to allow 

independent teams across institutions to access each other’s data, to generate federated data 

resources that combine databases, and to integrate large-scale, multi-modal data -- including 

many from non-traditional sources, such as electronic health records and real-world data 

streams from increasingly pervasive smart devices. 

 

FDA’s constituents use mechanisms other than publications to establish reliable claims (clinical 

trials, strict standards for quality assurance, sensitivity, specificity of assays, etc). The FDA’s 

goal is not looking to evaluate innovation - but to establish the reliability of implementation 

approaches that build on scientific innovation. The data infrastructure needs to use real-world 

data, quite cleverly, to ensure that these implementations operate in the expected manner 

across representative populations (meaning both diverse sets of people and conditions). 

 

However, there are impediments to realizing these benefits: data scale, data rights, and data 

omission. These impediments are magnified when science occurs across organizational 

boundaries, i.e. between federal agencies, universities, and private firms. The sheer size and 

diversity of data sets can limit their effective use. Also impeding use are the complexities of data 

protection; proprietary and/or sensitive data (e.g., patient clinical records) are only allowed to 

exist on certain networks -- for good reasons like protecting privacy or preventing harm, they’re 

out of reach for those on other networks. Finally, data that are not codified in any system in the 

first place cannot be shared; those who collect data do not always publish all of the data they 

collect, which can distort scientific claims through a perceived absence of evidence.  

 

To overcome these limitations, and mitigate the costs of overcoming them, two approaches 

have emerged. In the sandbox approach, data are secured in a private environment to which 

only qualified researchers gain access. Analysis happens inside the sandbox, so that data 

cannot be misused externally. In the model-to-data approach, qualified researchers may send 

algorithms to be run in protected environments with data that they can not access, which can 

allow for crowd-based access to data that is itself never exposed. Increasingly, the field is also 

considering federated extensions to these sharing models for situations where data must remain 

under the external control of data contributors. These types of solutions balance collaboration 

with the needs of various parties to control resources.  

 

Aim 2. Benchmarking Algorithms 

 

Just as there are potential pitfalls of sharing data, so too are there potential pitfalls for sharing 

the code used to build quantitative models. In typical practice, algorithm evaluations are 

conducted by those who developed them. Thus, most developers fall into the self assessment 

trap, such that their algorithms outperform others at a rate that suggests that all methods are 

better than average. This can be inadvertent --  a result of information leaks from, or over-fitting 

to, the data at hand -- or it can be intentional -- a result of selective reporting, where authors 
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choose the metric or the data in which their algorithm shines, but hide those metrics and data 

that show sub-par performance.  

 

The risks from using the wrong algorithm at the wrong time can be more arcane to the casual 

observer than the risks of bad data, but they are every bit as significant. Algorithms make 

predictions, and the self-assessment trap means a lot of those predictions will be wrong. If we 

don’t have a standard way to decide if an algorithm is above, at, or below average, we won’t 

even know how to start when faced with a new one. We believe that the self-assessment trap is 

a major block for algorithms that hope to translate into actually helping patients. We therefore 

need frameworks inside the research environment that can separate the algorithm  developer 

from the evaluator -- to see if it works the way it’s supposed to work.  

 

Example 2: Algorithm benchmarking for digital diagnostics (and therapeutics) 

 

Digital diagnostics are diagnostics that are automated, made using an algorithm 

on a device that the patient has available to her/him, with data from that device or 

from other accessible data about the patient. Digital diagnostics enable diagnoses 

to be made remotely from a physician and for a far greater number of patients 

than human physicians could make. As such, they offer an incredible opportunity 

to make diagnoses quicker and easier and for a larger population, but also bring 

with them the risk of misdiagnoses -- absent human judgement -- with similar ease 

and in similarly large quantities. Benchmarking the quality of diagnostic algorithms 

is essential to realizing the potential rewards and minimizing the risks. 

 

Sage Bionetworks started doing algorithm benchmarking in 2013 to support 

DREAM (Dialogue on Reverse Engineering and Assessment Methods), a 

volunteer-led initiative that runs open analytical challenges to benchmark 

community progress in various computational biomedical fields. Since then, we 

have been developing this capability towards more actionable applications that 

support translational groups. For example, we partnered with Celgene to openly 

evaluate their genomic-based biomarker algorithm for patient stratification in 

Multiple Myeloma relative to best-in-class across the field. We also recently 

launched a program with three medical centers to evaluate EHR-based predictive 

algorithms. Sage Bionetworks does this work in digital medicine, too, where we 

see that validation studies are performed in small, in-clinic populations that don't 

always reflect actual use patterns.  Because of these limitations in the design of 

algorithm assessments, the quality of their predictions are not uniform across 

populations. 

 

Benchmarking systems at the FDA might work like this:  

 

The first successful algorithm through review in each class sets the benchmark. Other 

algorithms in each class can then be compared to the benchmark-setter; those that 

perform better set a new benchmark as the target to beat. With such a system in place, 

https://sagebionetworks.org/in-the-news/dream-challenges-announces-changes-in-its-leadership-that-support-a-rich-future-in-open-benchmarking/
https://sagebionetworks.org/in-the-news/dream-challenges-announces-changes-in-its-leadership-that-support-a-rich-future-in-open-benchmarking/
https://www.synapse.org/#!Synapse:syn6187098/wiki/401884
https://www.synapse.org/#!Synapse:syn6187098/wiki/401884
https://www.synapse.org/#!Synapse:syn18405991/wiki/589657
https://www.synapse.org/#!Synapse:syn18405991/wiki/589657
https://www.synapse.org/#!Synapse:syn18405991/wiki/589657
https://www.synapse.org/#!Synapse:syn8717496/wiki/422884
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over time, standards for algorithms in each class would improve. Moreover, meeting a 

benchmark would serve as a “gate” that must be cleared to apply for review, saving the 

time of those who perform such reviews by focusing them on the algorithms that have a 

minimum performance threshold. Establishing such a benchmarking system would entail 

creating and maintaining an ongoing computational challenge. Such a system would 

require some minimal infrastructure: training and validation data sets; governance to 

support data distribution and control; governance to allow the use of the data from the 

depositor; and public scoring and an ongoing leaderboard. 

 

 

Aim 3. Using Real World Evidence 

 

Digital devices make it very easy to collect data from a vastly larger group of people than was 

possible before. This can blur the line between traditional research study and consumer data 

collection methods. Real world evidence (RWE) is data that are collected out in the wild, and 

their collection will increasingly be driven by mobile devices and sensors. Much RWE will indeed 

come from devices that people own -- bought in the context of consumer technology, not 

regulated research. RWE is data collected in the wild outside of the research setting and may 

include EHR or remote monitoring data.  

 

But consumer tools prioritize adoption. They use one-click buttons to obtain consent, and don’t 

worry about bioethics concepts like autonomy, respect for persons, beneficence. Compared to 

consumer devices and apps, ethical collection of RWE will require slowness and attention from 

both researchers and potential participants. This may hurt raw enrollment numbers compared to 

consumer technology, which creates temptation to abandon bioethics in favor of consumer 

surveillance approaches.  

 

Our research environment needs to acknowledge this reality: we need consumer technology to 

collect RWE, but consumer technology is often legally and ethically contracted at odds with 

ethical research protections. Few stakeholders in the space build ethical, practical governance 

for RWE as a result. The increasing availability of RWE thus creates the need for new research 

ethics protections for the digital surveillance era. 

 

Example: Data sharing to support methods development for RWE 

 

The gap to be filled with RWE is not the data themselves. We are swimming in an ocean 

of personal health data already, given the ubiquity of commercial products such as smart 

watches and associated behavior tracking software, as well as the relative ease of 

developing new hardware and software for non-commercial purposes. The obstacles to 

using RWE responsibly are not technological; they are methodological. What we need to 

build in order to realize the potential of RWE are systems of governance -- some more 

rigid and determined centrally in the form of institutions (i.e., the rights and rules 

encoded into data infrastructure) and others more flexible and determined locally in the 

form of practices and norms (i.e., how research is conducted in particular labs or 
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disciplines). These methodological developments should, themselves, be made public 

so that they can be reproduced and improved upon elsewhere. 

 

The first step is to create and maintain public institutions for investigators to access 

RWE. Around such institutions, researcher communities can form and best practices can 

evolve. A public RWE institution could take the form of a virtual observatory, such as the 

AllofUs Research Program for precision medicine, the Human Genome Project for 

genetics, or the Sloan Digital Sky Survey for astronomy. Observatories often include on-

site analytical tools that embody systems of governance and, as such, can serve as a 

platform for the development of new analytical methods that both serve the need to 

validate scientific claims and also ensure ethical use of data. For example, access to 

RWE could be provided in a sandbox, such that the data always remain in a secure 

repository. Investigators would have the ability to visit and analyze the data -- in situ, 

using tools built for and contained within the repository -- but they would not be able to 

copy or alter the data. Investigators could also add their own private data to the 

repository, and keep them within private folders.  

 

Observatories are typically funded to cover not only the costs of data collection and 

sharing per se, but also those of governance to intermediate the interests of those who 

provide the data and those who use the data. Other models of funding are possible, too. 

If we view the observatory as a public utility (like water or electricity) those who use it 

could be required to pay a modest fee for access to cover the costs of maintaining it. 

Another option for building observatory content and granting access to investigators 

could be an in-kind donation. Investigators could be allowed to use this data in 

applications for digital diagnostics and therapeutics in return for a required contribution 

of RWE data science methods, notebooks, etc., to the public. 

 

Recommendations, per Topics for Discussion  

 

1. Standards and policy, including: 

 

a. How can FDA best use policy and common data standards to help ensure the 

effective and efficient use of data assets? 

 

In this question, we applaud FDA for focusing on the outcome of common data 

standards as the ultimate “use of data assets” (or, more accurately, their reuse), 

rather than on the penultimate sharing of data assets. We want data that are not 

merely available for reuse; we want data to actually be reused. As such, data 

standards should be determined by the practices of reuse we envision, not by the 

practices of sharing, per se.  
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For the FDA, the first purpose of data sharing is first to ensure transparency, and 

second to encourage data reuse. Infrastructure must also be built to serve 

different scientific endeavors, which have different priorities and practices for 

data reuse. For example, "data policies that favor reproducibility may undermine 

data integration, and vice versa. Similarly, data policies that favor standardization 

may undermine exploratory research or force premature standardization." (cite 

Borgman Pasquetto). 

 

Recommendation 1.a: In its Data Strategy, the FDA should be very 

explicit about what “effective and efficient” mean for the use and reuse of 

data, so that the strategy for defining standards is clear, transparent, and 

adjustable to circumstance.  Further, we do not recommend that the FDA 

set any one-size-fits-all data standards. While some standards may serve 

all needs, many others will be particular to different kinds of reuse 

applications. Standards that do not recognize different needs for data 

reuse will not meet any of the needs particularly well. 

 

b. What are the consequences/issues as we move from “static point-in-time data 

sets” to updating digital data streams for analyses? 

 

Data collected across time has two large scale consequences: 1) the need for 

accurate tracking versions of growing datasets and 2) changes in analytical 

techniques that take into consideration the serial nature of the data.   

 

Scientists working on data that is evolving across time (be it from continual 

datastreams or from batch processes) require close tracking of the state of the 

data or data versioning so that analysis performed can be tracked back to 

specific versions or possible “freezes” of the data.  

For time series data such as those being generated by digital technologies and in 

home monitoring, analysis and processing have different requirements that often 

require the need for data warehouses and modern data engineering techniques 

as well as careful consideration of the statistical and analytical approaches taken. 

 

 

Recommendation 1.b: In its Data Strategy, the FDA should carefully 

consider the downstream use cases and be aware that data storage and 

technologies are evolving as such we recommend that FDA specify 

minimum requirements but not determine the exact technical solutions. 

 

c. As we move into increased sharing and integrated data sets, how might FDA 

manage data in a way that avoids unnecessary duplication? 

 

Unnecessary duplication is certainly to be avoided in order to make best use of 

finite, public resources. However, systems to eliminate all duplication would, 
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themselves, be prohibitively costly; there will likely be a point of diminishing 

marginal returns. At the same time, some degree of redundancy is, indeed, 

desirable for purposes such as replication. Where these lines are drawn may 

depend on context.  

 

Creating a data ecosystem that allows immutable versions of data (such as are 

used to support regulatory filings) is our best bet at a general solution. FDA must 

preserve some data themselves in order to avoid it all being held by third-party 

for-profit companies with motives that do not focus on public good. Additionally, 

the FDA could make requirements of their constitutents regarding how data is 

handled and maintained on the FDA's behalf. 

 

Recommendation 1.c: In its Data Strategy, the FDA should explicitly 

define what “unnecessary duplication” means, bearing in mind that it may 

mean different things in different contexts. 

 

2. Data security, privacy, and management including: 

 

a. How can FDA modernize its data strategy to continue ensuring privacy and 

security of data? 

 

A major transition in biomedicine research over the past ten years has been the 

widespread incorporation of data collected from individuals in the “real world,” 

outside of the traditional research setting. Examples include electronic health 

data collected during clinical care, data collected from our surroundings, and 

digital health data collected directly from individuals through pervasive 

technology and sensors.  

 

The FDA must consider the increasing ease with which technology can collect 

and transmit personal biological data, and the degree to which such technology 

is applied to biomedical research. A modern strategy to ensure the privacy and 

security of data must necessarily address real world data (RWD) collection, via 

wearable or implantable devices that are connected to the internet.  

 

RWD poses a distinct set of opportunities and challenges for research 

participants. Digital tools act as a bridge between researchers and the public, 

helping to democratize access to both research participation and the conduct of 

research. RWD provides the opportunity to perform deep phenotyping across a 

broader set of individuals than have been traditionally represented in research 

and to advance precision medicine approaches to tailor health management to 

the experience and needs of each person. However, the collection of digital 

health data through readily available consumer devices can put participants' 

personal medical data at risk for theft, loss, or unsanctioned use. 
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As health research -- and, increasingly, healthcare -- transitions from a periodic 

activity in fixed settings (e.g., clinics, hospitals) to increasingly complete 

integration with all aspects of our lives (e.g., activity monitors, sleep quality 

sensors, smart toothbrushes, Bluetooth-enabled hearing aids), individual 

experience with and expectations of data privacy may vary, or become blurred 

across these rapidly expanding contexts.  

 

This risk is particularly acute when health data is collected using the same kinds 

of digital technologies in both traditional and “recreational” health contexts (e.g., 

wearables, health apps). These phenomena, along with a growing dependence 

on big data, which involves the combination of health data from traditional and 

non-traditional health information platforms, suggest that a blurred line exists 

between expectations of health data privacy across the patient-consumer 

spectrum.  

 

All of these changes put new responsibilities on researchers, as there is currently 

no fixed ethical oversight of these studies when done outside of the traditional 

research context. For these reasons, FDA needs thoughtful and robust 

approaches to the governance of direct-from-participant digital data. We 

recommend the following: 

 

Recommendation 2.a: In its Data Strategy, the FDA should set as a goal 

the establishment of responsible research practices for the incorporation 

of Real World Data (RWD). Activities toward this goal should include the 

exploration and development of data governance systems, as interwoven 

with (not merely juxtaposed to) the exploration and development of data 

technology systems. 

 

b. What should FDA do to promote the management and organization of data 

assets across the Agency, as the amount and complexity of data (e.g., in 

regulatory submissions to FDA) is rapidly increasing? 

 

To promote the management and organization of data assets, FDA must first 

promote the sharing of those assets. What is not shared cannot be managed. 

Large portions of biomedical data are not openly sharable and remain out of the 

reach of the research community. This includes unpublished, proprietary, as well 

as sensitive data, such as identifiable personal health data from patient clinical 

records that, to be used, must be handled securely.  

 

On the data management side, the complexity of data used across the 

biomedical field is an obstacle to sharing, as is the increasing size of biomedical 

data sets. Both complexity and size of data sets are creating the need for a data 

sharing model that supports open compute on data stored in the cloud. The 

inbound data that investigators may want to share will be increasingly diverse 
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and unusual, and the systems for managing and organizing those non-traditional 

data types may not be adequate.  

 

On the researcher side, there are other obstacles to sharing data. Data can 

function as professional capital in the scientific community, and convincing 

investigators to give it away can be difficult. In addition, there can be ethical 

concerns, as well as financial, legal, and technical costs of data utilization to 

unlock critical data sets to advance research.  

 

Multiple approaches are under development to support effective data sharing 

within these constraints. Two approaches that we would recommend include the 

user-to-data approach, where data are secured in a private environment to which 

qualified researchers may apply to gain access (described in the “sandbox” in 

Example 3, above) , and the model-to-data approach, in which qualified 

researchers may send algorithms to be run on data that they cannot access. 

Increasingly, the field is also considering federated extensions to these models 

for situations where data must remain under the control of data contributors.  

 

Recommendation 2.b: In its Data Strategy, the FDA should aim to 

conduct a regular census of data types, targeted at both intramural and 

extramural investigators, specifically to discover non-traditional and not 

easily digitizable data types. Data managers at FDA should use the 

results of such censi to scope the requirements data sharing systems in 

order to accommodate new types of data. The census could be part of a 

larger campaign to encourage FDA’s research community to participate in 

data sharing. 

 

3. Data strategies and data sharing, including: 

 

a. How can FDA's data strategy facilitate broader goals of integration and 

interoperability of health care data, and scientific data/virtual patient data 

generated using scientific models? 

 

Clear definitions are the basis for collective action. FDA’a data strategy will be 

most effective at achieving its goals for integration and interoperability by first 

defining what those goals are - as explicit, empirically measurable outcomes - as 

well as how those goals might vary for different scientific communities, and for 

different purposes of reuse within those scientific communities. 

 

Moreover, FDA must evaluate, develop, and support resource sharing solutions 

across a spectrum of resource sharing needs by working across data 

management, governance, technology, and scientific teams over many years. 
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In supporting resource sharing across diverse sharing mechanisms, FDA should 

take a bottom-up, rather than top-down approach. This means evaluating 

emerging approaches around data stewardship, including the development of 

distributed approaches to data oversight and the development of standardized 

data governance mechanisms that promote interoperability across data 

resources. It could also involve the development of semi-automated data sharing 

oversight to accommodate a diverse set of sharing approaches, the adoption of 

standard metadata for data sharing that can be interpreted across data sharing 

platforms to support interoperability, and participant-centered governance models 

that enable community research at scale. A mixture of qualitative and quantitative 

research practices would be valuable in evaluating governance practices and 

disseminating this information to the community to promote broad understanding 

of how to effectively and appropriately implement new governance methods.  

 

The development and appropriate application of analytical algorithms -- as 

distinct from data, per se -- is critical to reliable scientific outcomes. Appropriate 

algorithm selection and use is hindered by several challenges that persist across 

the field.  

 

The first is the impact of self-assessment bias on the over-reporting of research 

observations. With no general framework for impartial evaluation of algorithms, 

scientists tend to self-assess the effectiveness of the algorithms that they 

develop and, in many cases, are unable to provide an unbiased assessment of 

their own work. This leads to a misrepresentation in the accuracy of research 

results and the development of scientific outcomes that are unreliable - a major 

impediment to the rapid translation of computational methods into translational 

research and clinical practice.  

 

The second challenge to reliable use of algorithms is the difficulty in evaluating 

algorithm performance across multiple data sets for outcomes in which context 

impacts biology. The dynamic and heterogenous nature of biology has a major 

impact on our ability to consistently observe research outcomes across data 

sources. This is because data collected under varying conditions can provide an 

inconsistent representation of biology. For algorithms, this means that algorithm 

performance is not universal; algorithm performance should be evaluated across 

a range of data sets.  

 

To do so, we recommend that FDA include in its platforms the capability for 

community benchmarking of algorithms. (See Example 2 above.) Such 

capabilities should encourage the participation of diverse groups of experts, as 

well as the formation of new communities and evaluation methods.  They should 

allow for challenge and benchmarking indexing and discovery, as well as the 

wider use of private or protected data. They should be aimed at continuous 

benchmarking for research as well as application purposes. 
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Recommendation 3.a: In its Data Strategy, the FDA should design 

resource sharing platforms to be flexible so that they may evolve per 

community needs over the long term. Platforms must be able to scale to 

large numbers of users, adapt to heterogeneous and complex data types, 

and support multiple compute environments. FDA should also take a 

distributed, bottom-up approach to the re-use of models, or - more 

specifically - algorithms.  

 

The FDA should further define a minimal set of metadata essential for 

interoperability, as well as process for future evolution of metadata over 

time. These metadata should be truly minimal - only essential elements - 

to avoid over-proscribing data submission and use. 

 

b. How can FDA design its data strategy to reflect a global marketplace and 

promote clarity to data providers like regulated industry and other stakeholders? 

 

Good design for a data strategy is like good design for any other product; it must 

start with the perspective of those it is being designed for. If clarity for 

stakeholders in a global marketplace (such as regulated data providers in 

industry) is the goal, then the design process should begin by identifying and 

engaging those stakeholders to understand what language and mental models 

they use, so that FDA’s data strategy can reflect that understanding. We interpret 

this question very literally to be a question of design, and FDA can take a 

“design-thinking” (a.k.a. “human-centered design”) approach to answering it. 

 

In a global marketplace, perspectives are necessarily diverse. The same issue 

may be described and represented in different ways. For example…  

 

Thus, FDA should be prepared to integrate these diverse perspectives into 

commonly shared frameworks, or make extensive use of analogous reasoning to 

unify incommensurable frameworks. Even where stakeholders’ respective sets of 

facts and values may be in dispute with each other (and, indeed, with those of 

the FDA), incorporating them into the larger picture that acknowledges them and 

puts them into relation with one another is the way to span semantic boundaries 

and, hence, promote clarity. 

 

One major boundary to span will be between the culture, typical of academic 

research in government and university laboratories, and that of the “high tech” 

private sector, typical of Apple, Google, and similar firms. The former will 

understand data in terms of traditional research settings, whereas the latter will 

understand data as collected from individuals in the “real world,” outside of 

traditional research settings: electronic health data collected during clinical care, 

data collected from our surroundings, and digital health data collected directly 
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from individuals through pervasive technology and sensors. Data is a resource in 

both contexts, but in the academic and government contexts, it is more likely to 

be seen as a public good, or, at least, a non-monetizable private good. In the 

high-tech context, data is more likely to be seen as capital: a private good, 

readily monetized.  

 

With regard to regulation, specifically, the academic and government culture is 

more likely to frame it as a protection in the interest of social welfare, and see it - 

all things being equal - as a positive thing. In contrast, the high-tech culture is 

more likely to frame regulation as either a necessary evil, or an obstacle to 

innovation, to consumer and producer surplus, and so to economic growth. Of 

course, neither perspective is entirely “right” or “wrong.” What matters is that 

FDA’s data strategy is seen as legitimate from both perspectives. 

 

As data are increasingly important to how societies and economies function, FDA 

will necessarily have to contend with politically sensitive issues surrounding 

“regulation,” as well as other concepts, such as “privacy,” “security,” and 

“innovation.” 

 

Recommendation 3.b: In its Data Strategy, the FDA should address 

differences in worldview head-on, rather than avoid them, but do so 

carefully, so as not to alienate any party. People must see themselves in 

a strategy if they are to participate in it. As such, establishing clarity is 

only half of FDA’s task in creating a successful data strategy; the other 

half is establishing a sense of belonging within a commons. 

 

c. How can FDA design its data strategy and policy development to facilitate 

appropriate data access, data sharing within the Agency and via data sharing 

agreements, as well as the appropriate reuse and repurposing of data to advance 

Agency regulatory science priorities? 

 

What is appropriate for one scientific community may not be appropriate for 

another and what is appropriate for one purpose of reuse may not be appropriate 

for others. What “appropriate” means will depend greatly on the stated goals of 

FDA’s strategy, as well as the values underlying those goals. Also as stated 

above, FDA should define goals for its data strategy explicitly as outcomes. 

Likewise, FDA should state the fundamental values that it hopes to exhibit in the 

implementation of its strategy. These values may not be universally held, but 

they must at least be meaningful to all stakeholders concerned, and so 

engagement with stakeholders is essential to deriving and articulating them. With 

values in place, “appropriateness” of access, reuse, etc, can be clearly defined. 

 

Across contexts, and as a starting point, we recommend that FDA make data 

sharing a requirement for the research it funds and conducts. This generalization 
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rests upon our values of open science: that data be free, accessible, 

interoperable, and reusable (i.e., FAIR). It also rests upon our value of increasing 

the pace and the chances of scientific productivity for the broadest possible 

social welfare, and ultimately producing innovations that are, themselves, public 

goods. Commercializing data, algorithms, and scientific knowledge by keeping 

them behind paywalls, or hoarding the results of publicly funded research for 

reputational purposes or as professional leverage stand in the way of science 

creating broad benefits. 

 

There may be cases when data sharing is either impossible or inadvisable (i.e., 

when sharing data would compromise participant privacy or harm a vulnerable 

group). In such cases, alternate mechanisms could include a private cloud where 

users “visit” the data and are surveilled in their uses or “model-to-data” 

approaches where a data steward runs models on behalf of the community. Opt-

outs should be rare but achievable, and patterns of opt-out usage should be 

tracked at the researcher and institution level to assist in evaluation of their use 

and impact. 

 

We understand that many scientists are unaware of the infrastructure already in 

place, so FDA should recommend the use of established repositories for data 

sharing and, if this is not feasible, then the investigator should be required to 

justify their decision to use other repositories. Additionally, FDA may wish to 

provide guidance and build associated resources to assist investigators choose 

which of these repositories to use. If there are repositories that they must use 

(e.g. clinicaltrials.gov), or that FDA would prefer them to use, or that FDA has no 

preference (i.e., it would like the “market” to arrive at the best option), then FDA 

should make these degrees of requirement plain to investigators and make tools 

and infrastructure available to help them to decide. 

 

For purposes of reproducibility, FDA should encourage -- or require -- not only 

the sharing of data, but descriptions of data processing at each level. This may, 

of course, increase the costs of DMS, so additional guidance would also be 

needed on what thresholds there may be and, the FDA should designate where 

the investigator has freedom to choose the levels of data shared and how the 

investigator should make tradeoffs. 
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Recommendation 3.c: In its Data Strategy, the FDA should make data 

sharing a requirement for the research it funds and conducts. To the 

extent possible, the data should come with a record of processing. The 

FDA should also provide both alternate “sharing” mechanisms and opt-

out processes for the situations when data sharing is either impossible or 

inadvisable. Further, FDA should provide investigators with a list of 

existing data repositories with a certification of compliance to increase 

their use. 

 

 

 

 


